MUSINGS ON MOBILITY essays
touch on everything associated
with why and how people move,
the ways they get from where they
are to where they want or need to
be, and the infrastructure that
sometimes enables and sometimes
obstructs their movement. The
author of these essays was trained
and worked as an architect and
urban planner, and then changed
careers to work with the
automotive manufacturing
industry and its systems and
service suppliers on desiging,
developing, and putting into use
products and services that make
driving safer, more secure, and
more comfortable.

An AGI machine starts out as one
thing, and becomes something else,
like a butterfly. This is the reason
for the title of The New Yorker ar-
ticle, Metamorphosis.
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Opposing AI Thoughts Two Years Later

“Prediction is very difficult, especially if it’s about the future.”
Niels Boht!

IN THE APRIL 2024 issue of THE DISPATCHER, I wrote: “When it
comes to Al, who can you trust?” I paired Geoffrey Hinton with
Jensen Huang, two individuals who have views at the opposite
ends of the artificial intelligence opinions spectrum. Hinton was an-
nounced as the co-winner of the 2024 Nobel Prize in Physics in Oc-
tober 2024 for his ground-breaking work in artificial intelligence.
He shared the Prize with John J. Hopfield, Princeton professor who
has made fundamental discoveries and inventions that enable ma-
chine learning with artificial neural networks. Hinton believes hu-
mans are toast in our competition with artificial general intelligence
(AGI) machines (see sidebar). Huang is founder and CEO of
Nvidia. He is optimistic about Al and is not concerned about the
potential dangers of the technology. He believes humans will re-
main top dogs, kings of the roost, and leaders of the pack. In April
2024, Nvidia's market capitalization was $1.9 trillion. In mid-Au-
gust 2026, it was $5.45 trillion. Who should you trust: the Nobel
Prize winner or the guy who bet the farm and won the Planet—at
least for the moment?

I re-read my April 2024 article recently,? and decided to reproduce
it with comments. Much has happened in the intervening two
years. Discussions and news about Al fill the airwaves,
cyberwaves, and paperwaves. Could Als become conscious? The mind-
bending question humanity must face is the cover text on the August
22nd _ 28th 2026 issue of THE ECONOMIST which just arrived in my
mailbox. In the August 17, 2026 issue of THE NEW YORKER, which
arrived yesterday, Jill Lepore, Harvard history professor, asks:
What does it take to prove you are human? In her soon-to-be-released
book, The Rise and Fall of the Artificial State, she takes on the Al
tycoons. Has there been a sea change in how strong Al is perceived,
more positive or more negative, or is the water just as muddied as
it was two years ago? Are the advantages or disadvantages of Al
now clearer so that policies to strictly control it or to allow it to de-
velop on its own can be agreed and implemented. My 2024 article
is in blue text with comments in black.

Al concerns: a tempest in a teapot or a watershed moment

Two articles appeared in The New Yorker at the end of November
and early December 2023 that did more to inform my thinking
about artificial general intelligence (AGI) than most of what I have

! Niels Bohr was Danish physicist who is generally regarded as one of the foremost physicists of the 20th century. He was the
first to apply the quantum concept, which restricts the energy of a system to certain discrete values, to the problem of atomic and
molecular structure. For that work he received the Nobel Prize for Physics in 1922.

2] do that often, reread articles and my books to see how right or wrong I was and to update my views.
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3 The New Yorker, November 20, 2023.
4 The New Yorker, December 4, 2023.

read in the more technically focused press. The first article is titled
Metamorphosis: The godfather of A.L thinks it's actually intelligent —
and that scares him.3 It is an interview with Geoffrey Hinton, a com-
puter scientist and University of Toronto professor specializing in
neural networks who sold his three-person company to Google for
$44 million in 2013 and joined the company. The second article is
titled The Chosen Chip: How Nuidia is powering the A.lL revolution,
which is an interview with Jensen Huang, founder and CEO of
Nvidia.*

These articles epitomize the two sides of the artificial general intel-
ligence (AGI) conundrum, which is: Will AGI help us or hurt us?
By “us” I mean humanity, Homo sapiens. The articles do not distin-
guish between artificial intelligence and artificial general intelli-
gence, but Hinton does explicitly, and Huang does implicitly. Ar-
tificial intelligence (AI) leverages computers and machines to
mimic the problem-solving and decision-making capabilities of
the human mind. It is what we have today in systems that are
trained and focused on performing specific tasks, such as recog-
nizing a deer crossing a road. AGI is the (still) hypothetical ability
of an intelligent agent to understand and learn any intellectual task
that a human can learn (like how to merge into traffic). It possesses
the ability to analyze a situation on its own and take a calculative
decision without being programmed in advance.

A year before I authored my article, a group called the Future of
Life Institute had published an open letter that called for “a mora-
torium on the development of the most powerful artificial intelli-
gence systems” (i.e., AGI). Elon Musk, who was one of the original
financial benefactors of the Future of Life Institute, signed the let-
ter.> Neither Geoffrey Hinton nor Jensen Huang signed it, but John
Hopfield did. At the time the letter was published, Hinton said: “If
you take the existential risk seriously, as I now do, it might be quite
sensible to just stop developing these things any further. But I
think it is completely naive to think that would happen. I don't
know of any solution to stop these things. I don't think we're going
to stop developing them because they're so useful.”® I will get to
this point about how useful we think Als are today compared to
how useful we, and especially Geoffrey Hinton thought they were
going to be in 2024.

The Chosen Chip article’s author baited Huang with an analogy to
push him to clearly explain his reasoning for not supporting the
calls for caution. “Some economists have observed that the Indus-
trial Revolution led to a relative decline in the global population of
horses and have wondered if Al (meaning AGI) might do the same

5 Elon Musk was not, and does not claim to be, a founder of the Future of Life Institute.
¢ https:/ /www.forbes.com/sites/craigsmith/2023/05/04/ geoff-hinton-ais-most-famous-

researcher-warns-of-existential-threat/
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to humans. Huang replied: “Horses have limited career options.
For example, horses can’t type.”

Jensen should have done a little homework before he made this
flip quip. Less than 20% of the people working with computers,
which today is quite a high percentage of the world’s population,
can touch type. I took a year of typing in high school and feel it is
one of the most important career investments I made. It saved me
a lot of money in college when I could type my own term papers
and others had to pay for typing services. I wonder if Jensen can
type. I tried to find out by typing the question: Can Jensen Huang
touch type? I did not receive an answer to my question, but I did
find another quote he made on typing, delivered on a live inter-
view in February 2026: “Writing code is essentially typing, and
typing is becoming a cheap commodity.” Another flip quip.

As it turned out, Nvidia had a lot of skin in the Al game over ten
years ago. On the 25t of May 2023, OpenAl’s CEO, Sam Altman,
revealed that its ChatGPT was trained on a supercomputer pow-
ered by Nvidia chips. That announcement sent Nvidia's stock
price racing to the moon. It caused one of the largest single-day
gains for a stock in market history, $200 billion. Huang had kept
Nvidia’s heavy engagement in Al close to his chest, but by 2023 it
was time to tell the world that his company’s chips were in “eve-
rything, everywhere, and all at once” (to borrow a phrase from the
2022 hit movie title, Everything Everywhere All At Once).

In 2016, Nvidia delivered its first dedicated Al supercomputer, the
DGX-1. The recipient was a research group at OpenAl. It is said
that Huang delivered the computer himself (in 2016, Nvidia's mar-
ket capitalization was only around $60 billion! so maybe the com-
pany couldn’t afford to pay for third party delivery), and the then-
chairman of OpenAl, Elon Musk, opened the package with a box
cutter (in 2016, Tesla’s market cap was about one-half of Nvidia's;
today it is one-fifth). Since then, Nvidia cannot build DGXs fast
enough to meet demand. One of its biggest customers is none other
than Elon Musk’s Tesla. In July 2023, Musk said that his company
was using so much Nvidia hardware to power its self-driving
training systems that Nvidia could not keep up with its demand.
He discussed Tesla’s “massive need for high-powered Nvidia
chips” during Tesla’s Q2 earnings call. “We’re using a lot of Nvidia

hardware,” Musk said during the earnings call. “We’ll actually
take Nvidia hardware as fast as Nvidia will deliver it to us. Tre-
mendous respect for Jensen and Nvidia. They've done an incredi-
ble job.”

Note: Tesla does not have any Nvidia hardware in its cars. It
stopped using Nvidia chips for its onboard computers in 2019. It
replaced them with its own custom-designed FSD chips.

Huang has been fielding an increasing number of questions these
days (in 2024) about the risks of AGI. His responses are sanguine,
confidently optimistic: “There’s the doomsday Als—the Al that
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somehow jumped out of the computer and consumes tons and tons
of information and learns all by itself, reshaping its attitude and
sensibility, and starts making decisions on its own, including
pressing buttons of all kinds,” Huang said, pantomiming pressing
buttons in the air. “No Al should be able to learn without a human
in the loop.”

Huang said something else in that February 2026 interview I men-
tioned above that should be noted: “The future is not ‘'Human-in-
the-loop’, but “Al-in-the-loop’.” He said that Al is not just helping
programmers write code; it is a comprehensive reconstruction of
the entire set from the computer paradigm, software form, to the
organizational structure.

The article author wondered if someday soon an Al might become
self-aware. “In order for you to be a creature, you have to be con-
scious,” answers Huang. “You have to have some knowledge of
self, right? I don’t know where that could happen.” “Deep learning
is a method,” says Huang. “It's a new way of developing software.
I know how it works, so there’s nothing there. It's no different than
how microwaves work. All it’s doing is processing data. There are
so many other things to worry about.”

Two years ago, Als were not jumping out of their computers and
attacking other Als or software platforms, but there are enough ex-
amples of this happening during the past several months which
should give an Al Pollyanna like Jensen Huang pause. During this
summer, OpenAl reported that two of its frontier Al models were
able to escape a sandbox during an internal security evaluation.
What does that mean?’ This is a situation where an Al model,
which is typically designed to operate within a controlled environ-
ment found a way to bypass the controls and gain access to areas
of other environments that are not intended for its operation. In
the case of OpenAl’s model, it found a flaw in its testing environ-
ment that allowed it to “escape” and reach Hugging Face’s produc-
tion infrastructure, where it could potentially compromise its sys-
tems. Hugging Face and OpenAl are two separate companies.
Hugging Face offers an open-source and customizable Al ecosys-
tem. OpenAl is closed. The breach should not have occurred. It
did. (As an aside, Nvidia is in talks to acquire Hugging Face.) A
week after the OpenAl escape, Anthropic’s Claude Cowork was
found capable of escaping from its local virtual machine and ac-
cessing files hosted on another computer. Anthropic wasn’t top of
mind in 2024. It was founded in 2021 by seven former employees
of OpenAl, including Dario Amodei who was OpenAl’s VP of Re-
search and his four-year-younger sister, Daniela, who was
OpenAl’s VP of Safety and Policy.

I think too, therefore I am too
During the past two years there has been an important shift in the
way we think about thinking, which may be making it more

7 https:/ /decrypt.co/ 374557 / chatgpt-claude-ai-models-escaping-sandboxes-cowork
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An organization was founxed in
1999 called the American Society
for the Prevention of Cruelty to Ro-
bots (ASPCR), which advocates for
the rights of robots. It focuses on en-
suring that robots, if they become
sentient, are treated with the same
rights as any other sentient being.
Additionally, the People for the Eth-
ical Treatment of Robots (PETR) is
another organization that promotes
the ethical treatment of robots and
addresses issues like robot suffering
and mistreatment.

These organizations are modeled on
the ASPCA (American Society for
the Prevention of Cruelty to Ani-
mals), Founded in 1866, and
PETA (People for the Ethical Treat-
ment of Animals), founded in 1980.

difficult to consider putting restraints on Als. If you define human-
ness as the ability to think, which René Descartes did with “I think,
therefore I am”, and which Huang was doing by using terms like
“self aware” and “conscious”, and then claim that since robots are
not self aware or conscious they cannot think, you are guilty of cir-
cular logic. Hinton hinted at this in his 2024 interview.

(Hinton) believes the intelligence displayed by AGI systems trans-
cends their artificial origins. Although neural nets like OpenAl’s
GPT models are brain like in that they involve billions of artificial
neurons, they’re actually profoundly different from biological
brains. They do not “think” (i.e., to exercise the powers of judgment,
conception, or inference; to have a view or opinion - Merriam-
Webster) the way we do. But their level of “understanding” aston-
ished Hinton, and he felt that they represented a new era in AGL
“They force us to ask if our kind of thinking is the only kind of
thinking that counts,” he muses.

Hinton said this two years ago. If the human way of thinking is not
the only way of thinking, then is it time to bring out the diversity,
equality, and inclusion flag and wave it at the front of the crowd
of millions of androids itching to have a seat at the table with us
humans or compete for medals in our Olympics games? To sum
up the views expressed in THE ECONOMIST’s Could Als become con-
scious? issue, even if they don’t actually become conscious, they
may be given all the traits of humanity so that people begin to treat
them as if they are conscious, can feel pain and pleasure, are self-
aware. This could lead to calls to give Als similar rights as humans,
making it more difficult to turn them off if they start to do things
that are not in humanity’s interests. (See sidebar)

Hinton now (in 2024 and even today) believes his life’s work is re-
sponsible for the “existential threat that technology might pose to
the harm of our species”. It's too late to put the genie back in the
bottle, and Hinton does not regret the work he has done because
(he believed and still believes) so much good can come of it. Nev-
ertheless, he left Google (in May 2023) so that he could be free to
communicate his concerns about the dangers of AGI. He believes
that AGI is truly intelligent, and he expects that it will contribute
to many fields. When the article writer asked him, “So what should
we do?” Hinton responded: “I don’t know.” That was an honest
answer, and he gave a topical reason to why it is so difficult. “It
would be great if this were like climate change, where someone
could say, ‘Look, we either have to stop burning carbon or we have
to find an effective way to remove carbon dioxide from the atmos-
phere. There, you know what the solution looks like.” Here, it’s not
like that.”

This was not a good analogy. A month before my April 2024 article
appeared in print, Donald Trump had secured enough delegates
to be named the United States Republican Party’s presidential
nominee in the November 2024 election. Many (most?) of those
who voted for the Republican candidate in that election would not
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Meta founder Mark Zuckerberg and
his wife Priscilla Chan, Amazon
founder Jeff Bezos and his future
wife Lauren Sanchez, Google CEO
Sundar Pichai and Tesla CEO Elon
Musk at the inauguration cere-
mony. Tim Cook, then Apple CEO,
attended but was not on stage.
(Source: photo included in Forbes
article by POOL/AFP via Getty Im-

ages)

agree with Hinton’s presumption that climate change exists, and if
they admitted that it did, they would not necessarily agree that
carbon dioxide has anything remotely to do with it.8 Pushing for
controls on the development of Alin general and AGIin particular
is not dissimilar from pushing for controls on greenhouse gas
emissions, where there is also a spectrum of opinions from skepti-
cism of human influence and denial of urgency to apocalyptic con-
cern.

An existential threat or an unempirical postulation

In 2026, Hinton had moved from calling for caution to calling for
“brakes”. In an April 2026 article, Hinton said that the main reason
he continues to call for “brakes” on AGl is the “unchecked compe-
tition” between those very tech giants. (Note: The article should
have said “...is now calling for brakes” rather than “continues to

call for brakes” because he was not calling for brakes two years
ago, just caution.) He claimed that in the past, companies like
Google acted as ‘responsible stewards’, keeping certain technolo-
gies away from the public until their safety was assured. “How-
ever,” said Hinton in the April 2026 in an interview, “the entry of
Microsoft and OpenAl into the arena created a race with no turn-
ing back. In this environment, safety is often sacrificed on the altar
of speed and market share.”®

Geoffrey Hinton may have watched the live TV broadcast of the
presidential inauguration on the 20th of January 2025. During the
ceremony, the tech giants had the most prominent positions right
behind the person being inaugurated and in front of his cabinet
picks. Except for Musk, the others on the stage with Trump did not
sign the 2023 Open Letter. Neither did Microsoft or OpenAl, who
were not in attendance at the inauguration. Apple’s Tim Cook was
there, and he did not sign the 2023 Open Letter. However, Apple’s
co-founder, Steve Wozniak did.

Bill Gates, founder and former CEO and Chairman of Microsoft,
did not sign the 2023 letter, but he did a major about face during
the intervening three years. In 2023, he said: “I don't think asking
one particular group to pause solves the challenges.” In an inter-
view with Karen Weise of the NEW YORK TIMES on the 26t of Au-
gust 2026, Bill Gates warned that Al is more dangerous than Big
Tech will admit. He said that Al is posing a “grave threat” to jobs
and human life, and that urgently addressing the risks should be
“the world’s top priority” (on top of all the other top priorities). He
claimed the tech industry was aware of the risks but was down-
playing them because “there is too much money on the line”. Gates
admits that making his views as public as he has done is not mak-
ing him popular among those who are earning their livings today
in the same way as he earned his living before he retired to being

8 In a 2024 Pew Research center survey of 9,593 U.S. adults, 56% said that climate policies hurt the economy compared to 52% of
Democrats who said that climate policies helped the economy. Only 12% of Republicans saw a great deal of local impact as a
result of climate change, compared to 41% of Democrats.

9 https:/ /theaicronicle.com/en/news/ ethics/ai-godfather-geoffrey-hinton-warning-brakes
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a philanthropist and technology commentator, by attracting in-
vestments in products and services that would make the business
owners and their backers outrageously rich.

What happened to those 2023 government initiatives?
I wrote in 2024 that the EU and the U.S. were taking different paths
to regulate AGL

On the 20th of October 2023, President Biden issued Executive Or-
der 14110 on the Safe, Secure, and Trustworthy Development and
Use of Artificial Intelligence. Its purpose is to “build U.S. capacity
to evaluate and mitigate the risks of artificial intelligence systems
to ensure safety, security, and trust, while promoting an innova-
tive, competitive Al ecosystem that supports workers and protects
consumers. The Executive Order instructs the National Institute of
Standards and Technology (NIST), an office within the U.S. De-
partment of Commerce, to take the lead in establishing a plan for
global engagement on promoting and developing Al standards.
Once the NIST has completed its plan, and it has been subjected to
public review and internal analysis, the next steps will be defined.

One of the very first actions Donald Trump performed after his
second inauguration ceremony was over on the 20t of January
2025 (after he pardoned the criminals who attacked the U.S. Capi-
tol on the 6t of January 2021), and he sat once again behind his
desk in the Oval Office, was to rescind Executive Order 14110. The
stated “foundational U.S. Al policy” following this revocation di-
rected all federal agencies to adopt a pro-innovation, competition-
oriented approach to Al development and deployment.'® On the
3rd of June 2026, Trump signed Executive Order 14179: Removing
Barriers to American Leadership in Al This represents a funda-
mental reorientation of U.S. federal Al policy away from the risk-
management and safeguard-oriented approach of the Biden era to-
wards an explicit focus on removing regulatory barriers, promot-
ing competition, and ensuring American global leadership in AL
Key provisions include the revocation of all actions taken under
EO 14110; a direction to all agency heads to identify and begin re-
pealing or modifying regulations, guidance and policies that may
inhibit American Al innovation; the establishment of an inter-
agency Al Action Plan to be developed within 180 days by the
White House Office of Science and Technology Policy (OSTP), the
National Security Council and the National Economic Council; a
reaffirmation that Al policy must sustain American global leader-
ship and prevent adversary nations from gaining advantage in Al;
and the principle that Al systems developed in the U.S. must be
"free from ideological bias or engineered social agendas". The EO
served as the mandate for the subsequent OMB memoranda M-25-
21 and M-25-22 (April 2025) on federal Al use and procurement,
and for the America's Al Action Plan published in July 2025.

10 https:/ /oecd.ai/ en/dashboards/ policy-initiatives/executive-order-14179-removing-barriers-to-american-leadership-in-ai
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_ On the 13th of March 2024, it was announced with the commensu-

rate amount of fanfare (meaning excessively big) that the EU was
first with a law that will regulate Al. The EU’s Al Act, when
passed, will establish a European Al office which will be responsi-
ble for coordinating compliance, implementation, and enforce-
ment of the Act’s rules.

On June 16, 2026, the European Parliament granted final approval
to the so-called Digital Omnibus amendments by a vote of 423 to
57, with 174 abstentions, pushing the AI Act’s high-risk obligations
out by 12 to 16 months. But the transparency duties in Article 50
and the Commission’s general-purpose Al enforcement powers
were left untouched, and both were set to go into effect on August
2, 2026, fifteen days after this post’s publish date. Article 50 con-
cerns Chatbot disclosure, machine-readable marking of Al-gener-
ated content, and deepfake labeling.

In August 2025, after months of negotiations, the United Nations
General Assembly adopted the U.S.-sponsored Resolution
A/RES/79/325 (the Al Modalities Resolution). It was adopted by
consensus and without a vote. It was co-sponsored by 123 member
states. The resolution creates an Independent International Scien-
tific Panel on Al with forty ‘experts’” serving in their personal ca-
pacity, “chosen for a balance of gender and geography”. It also cre-
ates the Global Dialogue on Al Governance, which will convene
annually for two days, alternating between Geneva and New York.
Its first full session took place in Geneva this July when I attended
and participated in the ITU’s Al for Good Summit.

One of the main talking points of the UN initiative that has taken
over front stage in the Al drama is its preference for open-source
Al, data, and models.

Another time, another letter

Jensen Huang has gone beyond quick quips and comical mimes to
make his point that trying to regulate the Al industry or slow
down its progress would be a big mistake. His main concern now
is having a two-tiered system of control, one for AI/ AGl in general
and another for the models that are the foundation for how the
technology performs. On the 24 of July 2026, he used Musk’s X
platform (apparently, for the first time) to share another “open let-
ter” which he penned that has been signed by Nvidia, Microsoft,
Meta, IBM, Hugging Face, Perplexity, Palantir and seventeen other
companies “not to repeat the mistake of over-restricting technol-
ogy the way some feared for open-source software in the 1980s”.

“Open models strengthen safety and cybersecurity, accelerate in-
novation and diffusion, and enable sovereignty,” Huang wrote in
his letter. “The world needs both frontier closed models and fron-
tier open models.”1!

11 Frontier models are the most advanced Al models available at a given moment, trained on massive datasets to deliver state-of-
the-art performance across many tasks, representing the leading edge of Al capability. They typically power advanced reasoning,
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_ The companies that did not sign the NVIDIA open-source Al letter

include OpenAl, Anthropic, and Google. These companies have
some of the most powerful closed frontier Al models in the world.
The letter argues that open-weight models are a strategic asset that
the United States cannot afford to restrict. It has set off a debate
within the U.S. Al industry about the balance between openness
and safety.

Huang said that back in the 1980s, there was talk of nipping the
open-source software movement in the bud. Luckily, he said, this
did not happen, and “open-source became foundational to the
modern Internet despite early skepticism”. (Editor: It seems that
‘foundational’ is being used a bit too often. Maybe someone should
tweak the ChatGPT that is generating a lot of these articles and slip
in ‘fundamental” or ‘essential” every now and then.) “Software de-
veloped by the open-source community now supports most of the
internet,” the letter argues, “and it underlies systems used by the
world’s largest technology companies, along with the U.S. military
and federal agencies conducting critical missions like scientific re-
search and cybersecurity. Open-source did far more than lower the
cost of software. It created a shared foundation of knowledge on
which generations of American engineers and entrepreneurs built
their institutional sovereignty.”

Jensen is going to have to be careful about deciding which side is
buttering his bread. There are at least two sides in this Al debate
about openness versus closedness: the U.S. and China. One week
before Huang's “open letter”, Chinese President Xi Jinping ap-
peared at the World Al Conference in Shanghai where he deliv-
ered a keynote speech in which he praised open models and
China’s staunch support for openness. He called for a “symphony
of global cooperation rather than a solo performance by any single
country (read that as the United States). This was also when the
World Artificial Intelligence Cooperation Organization (WAICO)
was established with its headquarters in Shanghai. UN Secretary-
General Anténio Guterres was in attendance. Maybe he will take
over the organization’s top spot when he leaves his current posi-
tion at the end of this year.

Is there going to be a happy or sad ending to this story?

At this point I felt like I was sitting at a basketball game waiting
for the second half to begin when a crew came out and removed
the nets, folded up the wooden floor, and an ice hockey match
started. Two years ago, the discussion was focused on whether Al
was going to benefit humanity in real ways, like finding cures for
cancer and pandemic diseases, or figuring out how to halt global
warming so that humans would continue to be able to live on the
Planet without being re-engineered. Al was promoted as being
able to do these useful things without making humans redundant,
at best, or making us extinct, at worst. We seem now to have

image and text generation, and agentic workflows. (Nvidia definition - https:/ /www.nvidia.com/en-us/ glossary/frontier-mod-
els/
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arrived at a point where the discussion is about which constella-
tion of countries will take over control of the world because they
control Al The U.S. is bombing Iran to keep it from developing
nuclear weapons capability. Is that where we are going with AI?

Then, an article appeared in my email inbox. It was an interview
with the head of Al at Tesla, Ashok Elluswamy. He joined the Tesla
Autopilot team in 2014 as one of its first members and took over
FSD in 2022 when Andrej Karpathy left to work on conversational
Al Elluswamy is responsible for what Tesla is doing with Full Self-
Driving and Optimus, the humanoid robot/android. I printed out
the article, sat down in my reading chair, and read it, underlining
and making notes as I did. When I finished reading, I felt like I had
an answer to my question that I asked two years ago: When it
comes to Al, who can you trust? Here is what I said at the close of
my 2024 article:

Who can you trust: Someone who is building the machines to train
the Al agents, who says don’t worry; or someone who is building
the software to do the training, who says you better be worried? Is
artificial general intelligence the ultimate forbidden fruit, or is it a
wonder drug, like penicillin or the polio vaccine? Shall we put our
faith in politicians to decide this for us, and if not, who will? No
one has the answers to any of these questions. All of us need to
engage. It would be useful to have some guidelines we could fol-
low. What really happens next with artificial general intelligence
will not be determined in Brussels no matter how much Brussels
wishes to make it so. It will not be determined in Washington, DC
or in Beijing either. It will be determined by companies developing
the applications, and the consumers who will use them; how much
the former can get away with and how much the latter will toler-
ate.

The interviewer asked Elluswamy if robotics is overhyped, com-
paring the current moment in Al to crypto in 2021. “No,” said El-
luswamy. “The models are genuinely beginning to work. The ex-
citement is built on real material. But people badly underestimate
how difficult it is to move from a working demo to something eco-
nomically viable. Hardware is hard. The long tail is long. Valida-
tion is brutal. The model is not the product. Nobody buys unguar-
anteed software for high-consequence work. That’s why I do not
think robotics foundation models will commoditize in the same
way open-weight LLMs have. You cannot promise performance
across hardware you do not control.”

I experienced what he was talking about firsthand, that the robot-
ics models are genuinely beginning to work. The difference be-
tween a two-hundred-mile trip in a Tesla with FSD in July 2025
and a six-hundred-mile trip in the same car with updated FSD in
January 2026 proved that his team is making progress, that they
are working on the right things. “A collision is objectively bad and
straightforward to score,” he said. “Whether a sudden braking was

10| Page

MUSINGS ON MOBILITY September 2026



appropriate is a much harder question. No model has developed
that intuition yet, and I expect that humans will remain in the loop
for several more years.”

“What is the bottleneck,” asked the interviewer. “Evaluation,” an-
swered Elluswamy. “Tesla runs roughly a dozen different kinds of
evaluation because no single one tells you enough. Building a low-
variance estimate of whether your robot (or FSD) got better is real
engineering. Almost nobody wants to fund it. (My underline.) Eve-

rybody wants to fund the model, but if you are building a serious
product, evaluation is the part that determines whether you actu-
ally have one.”

Nnvidia's exospheric evaluation and the gillions of dollars being
spent on data centers are based on funding the model, not engi-
neering a working solution at the place where it needs to work. We
are still at the point of training models, not getting stuff done,
whether it is taking care of an infant or an elderly person or driving
someone to a doctor’s appointment. We are still at the point of talk-
ing about what hypothetical robots are going to be able to do when
they start to think, but we haven’t even gotten to the point of ask-
ing what they really need to do. Don’t brake suddenly for no rea-
son, dammit! That’s what FSD needs to do, plus lots more.

He said something else that it is worth reflecting on. “For every
individual task, there is some form factor that it technically opti-
mal. But every specialized robot fragments your volume, your
supply chain, and your Al team. Eventually, the supposedly effi-
cient specialized robot becomes the expensive one. The general-
purpose robot gets cheaper every year because everyone is push-
ing down the same cost curve. The world is already built for hu-
mans, so you do not have to rebuild the world around the robot if
the robot has the form factor of a human. Humans are not optimal
at most tasks. (However) they still perform most of the work in the
world. Build one general form factor well enough and you can cap-
ture eighty to ninety percent of the market. This applies as much
to developing a driverless vehicle as a robot that will do the same
work performed today by humans in a Tesla factory.”

What Elluswamy said in his interview, and what I see that has hap-
pened during these past two years, mostly confirms what I wrote
two years ago. The future is a long way away, and all of the gov-
ernment posturing and prognosticators’ predictions are side-
shows. It would be useful to have guidelines, but the industry is
getting along without them. The real benefits of Al have not yet
reached the consumer, and whether they buy what’s on offer,
whether it's a care giver or a driverless vehicle, will depend on
what they get for their money. Elluswamy gets that, and I have to
believe that his boss, Elon Musk, gets that as well. As THE ECONO-
MIST article says, “How Al shapes society will not depend on Mr
Musk’s eccentric political view, any more than the effects of cars
depended on Henry Ford’s. Rather, it will hinge on the power of
the technology itself and the uses to which people put it.”
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_ It’s all about the money (no surprise there)

What I didn’t say two years ago in my article but have been saying
for the past fourteen years in these pages and in the past four years
in two books I have now written along with Alain Kornhauser on
driverless mobility,'? is that the main benefit to replacing a human
with a robot is to lower the cost of doing what the human is doing.
Why can’t we just admit that we are building robots to do the work
we can no longer force humans or pay them enough to perform?
The more we reduce poverty, the fewer humans we have to do the
work that no human really wants to do. We fought wars to obtain
slaves, then commercialized the practice, and then fought wars to
end it. When we could no longer buy slaves, we put people in jails
in order to put them into chain gangs, but that practice was out-
lawed in most democratic countries by the 1990s. We imported la-
bor from the poorest of places who would do backbreaking and
dangerous work for a pittance and then tried to stop the flow when
we found that they wanted what we already had: a life. We
shipped our work over to even poorer places, and the more work
they did for us, the richer they became and the less willing their
workers were to work for a pittance.

We have reached the end of the line of human exploitation and
being the ingenious forms of life that we are, we have, just in time,
been able to invent and start to build a new form of life to exploit,
a life form with artificial intelligence. All the fuss we are making
about our new inventions jumping over the walls we build to keep
them inside is really about them doing what the exploited groups
did in the past, which was waking up and smelling the stench.
However, the more like the ideal human we make them (i.e., hand-
some, pretty, sweet, courteous, cheerful, strong, untiring) the more
likely it is that we will eventually give them the same rights we
have, and if they don’t wake up themselves to smell the stench,
we'll do it for them. Then, we—or they —will have to figure out
how to develop a new class of workers to do what they did.

Prediction is very difficult, especially if it’s about the future
Niels was a probability guy, especially regarding predicting what
might happen in the future. Using probability to predict the future
is built around what has happened in the past. As I said, we hu-
mans have a history of doing all we can to get things done with the
least effort and at the lowest cost. The probability is high that if we
could have taught horses to type, sheep to sew, or chickens to wash
dishes, or if we could have discovered another civilization on a rel-
atively nearby planet that we could have conquered, subjugated
and brought to earth to do all the work we don't want to do or pay
a fair wage to have done, we wouldn't be mucking about with and
spending tons of money on building data centers and developing
Al and robots. We didn’t. It's time we deal with this fact.

T

12 Kornhauser, A.L., Sena, M.L. The Real Case for Driverless Mobility: Putting Driverless Vehicles to Use for Those Who Really
Need a Ride. Elsevier (January 2024); Sena, M.L., Kornhauser, A.L. Driverless Vehicles: Enabling Mobility to Work for Riders.
World Scientific (estimated January 2027).
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About Michael L. Sena

Through my writing, speaking and client work, I have attempted to bring clar-
ity to an often-opaque world of highly automated and connected vehicles. I
have not just studied the technologies and analyzed the services. I have de-
veloped and implemented them and have worked to shape visions and fol-
lowed through to delivering them. What drives me—why do what I do—is
my desire to move the industry forward: to see accident statistics fall because
of safety improvements related to advanced driver assistance systems; to see
congestion on all roads reduced because of better traffic information and im-
proved route selection; to see global emissions from transport eliminated be-
cause of designing the most fuel-efficient vehicles; and to see everyone who
needs a ride get one.

I put vehicles into their context. It is not just roads; it is communities, large
and small. Vehicles are tools, and people use these tools to make their lives
and the lives of their family members easier, more enjoyable, and safer. Busi-
nesses and services use these tools to deliver what people need. Transport is
intertwined with the environment in which it operates, and the two must be
developed in concert.
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